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Abstract

Tengroupsparticipatedn the TREC-2001cross-languagmformationretrieval track, which fo-
cussedn retrieving Arabic languagedocumentdasedon 25 queriesthatwere originally prepared
in English. FrenchandArabic translationf the querieswerealsoavailable. This wasthefirst year
in which alarge Arabictestcollectionwasavailable,soavarietyof approacheweretried andarich
setof experimentsperformedusingresourcesuchasmachinetranslation parallelcorpora,several
approache$o stemmingand/ormorphology andboth pre-translatiorandpost-translatiorblind rel-
evancefeedback.On average forty percentof the relevantdocumentsliscoveredby a participating
teamwerefoundby no otherteam,a higherratethannormallyobsenedat TREC. This raisessome
concerrthattherelevancejudgmentpoolsmaybelesscompletethanhashistorically beenthe case.

1 Introduction

Forthe2001Text Retrieval Conferenc€ TREC-2001)theCross-LanguagkformationRetriesal (CLIR)
taskwasto utilize English(or French)queriesagainstArabic documents Monolingual Arabic experi-
mentdesignsn which boththe queriesandthedocumentsverein Arabic werealsosupportedThiswas
the eighthyearin which non-Englishdocumentetrieval hasbeenevaluatedat TREC, andthefifth year
in which cross-languaganformationretrieval hasbeenthe principal focus of thatwork. In TREC-3,
retrieval of 25 topics againsta Mexican newspapercorpuswas testedby four groups. Spanishlan-
guageretrieval was evaluatedin TREC-3, TREC-4 (another25 topics for the sameMexican corpus),
andTREC-5(wherean EuropearSpanishcorpuswasused).In TREC-5,a Chinesdanguagdrackwas
introducedusing both nenspaper(Peoples Daily) and newvswire (Xinhua) sourcesfrom Peoples Re-
public of China,and25 Chinesetopicswith an Englishtranslationsupplied. The TREC-5corpuswas
representeavith the GB charactesetof simplified Chinese.The Chinesemonolingualexperimentson
this collectionthatweredonein TREC-5and TREC-6sparled researchinto the applicationof Chinese
text sggmentatiorto informationretrieval usingdictionary-basednethodsandstatisticattechniquesand
simpleroverlappingbigram segmentationmethodswere alsofound to be effective. TREC-6, TREC-7
and TREC-8 had the first crosslanguagetracks, which focussedupon EuropeananguagesEnglish,



French,Germanandlaterltalian). Following TREC-8,the venuefor European-languagetrieval eval-
uationmaovedto Europewith the creationof the Cross-LanguagEvaluationForum (CLEF), first heldin
Lisbonin SeptembeR000[1]. For TREC-9,the CLIR taskusedChinesedocumentfrom HongKong.
In distinctionfrom the earlier TREC-5/6 Chinesecorpus,thesesourcesverewritten in the traditional
Chinesecharactersetandencodedn BIG5. Following TREC-9the evaluationof English-Chinesee-
trieval moved to the NTCIR Evaluationthatis coordinatedby the National Institute of Informaticsin
Japan(http://research.nii.ac jptcir/workshop/work-enhtml).

2 Task Description

Asin pastTRECCLIR evaluationstheprincipaltaskfor eachgroupwasto matchtopicsin onelanguage
(Englishor French,in this case)with documentsn anothedanguaggArabic) andreturna ranked list

of the top 1000documentsassociatedvith eachtopic. Participatinggroupswereallowedto submitas
mary asfive runs,with at leastoneusingonly the title and descriptionfield of the topic description.
Evaluationthen proceededy pooling ranksandmanualexaminationof the poolsby humanjudgesto

decidebinary (yes/no)relevancefor eachdocumentin the pool with respecto eachtopic. A suite of

statisticswere then calculated with the mean(over 25 topics) uninterpolatedaveragebeing the most
commonlyreported.

2.1 Topics

Twenty-five topic descriptiongnumberedAR1-AR25)werecreatedn Englishin acollaboratve process
betweerthe LDC andNIST. An exampleof atopic descriptionis:

<top>

<nunm> Number:AR22

<title> Local newspaperandthe new presdaw in Jordan

<desc> Description:

Hasthe Jordaniargovernmentcloseddown ary local nevspapersiue
to thenew presdaw?

<narr> Narratve:

Any articlesaboutthe presdaw in Jordanandits effect onthelocal
newspaperandthereactionof the public andjournaliststowardthe nev
presdaw arerelevant. Thearticlesthatdealwith the personabkuffering
of thejournalistsareirrelevant.

</top>

Throughthe efforts of EdouardGeofrois of the FrenchMinistry of Defensethe Englishtopicswere
translatednto Frenchandmadeavailableto participantsvhich wishedto testFrenchto Arabic retrieval.
TheFrenchversionof thetopic shawvn above is:

<top>

<nunm> Number:AR22

<title> Lesjournauxlocauxetla nouwelle loi surla presseenJordanie

<desc> Description:

Le gouvernemenjordaniena-t-il interdit un journallocal a causede la nouwelle loi surla



<DOC>
<DOCNO>20000321_AFP_ARB.0001 </DOCNO>
<HEADER> Ugigbosadds /Lol ol 0335-31/ 148 8920 Ui 4 01001, </HEADER >
- <BODY=>
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</TEXT>
<FOOTER>_8l 00Hgallfeun < /FOOTER>
</BODY>
<TRAILER>405012 00 ,ls o< /TRAILER>
</DOC>

Figurel: ExampleArabic document.

presse?

<narr> Narratve:

Tout article concernanta loi surla presseen Jordanieet seseffets sur les journaux|o-
cauxainsi quela réactiondu public et desjournalistesa la nouelle loi surla presseest
pertinent.Lesarticlestraitantdessoufrancespersonnelleslesjournalistesne sontpasper
tinents. </top>

The Linguistic DataConsortiumalso preparedan Arabic translationof the topics, so participating
teamsalsohadthe optionof doingmonolingual(Arabic-Arabic)retrieval.

2.2 Documents

Thedocumentollectionusedin the TREC-2001CLIR trackconsistedf 383,872nanswire storiesthat
appearedan the AgenceFrancePresgAFP) Arabic Newswire betweernl994and2000. Thedocuments
wererepresenteéh Unicodeandencodedn UTF-8, resultingin a896 MB collection. A typical docu-
mentis shavn in Figurel.

3 Relevance Judgments

Theten participatingresearchieamsshavn in Table 1 togetherproduced24 automaticcross-language
runswith Englishqueries 3 automaticcross-languageunswith Frenchqueries, 19 automaticmonolin-
gualrunswith Arabicqueriesand2 manuakuns(onewith Englishqueriesandonewith Arabicqueries).
Fromthese 3 runswereselectedrom eachteamin a preferencerderrecommendedy the participants
for usein forming assessmentools. The resultingpoolswere formedfrom 15 cross-languageuns
with Englishqueries(14 automaticand 1 manual),and 15 monolingualrunswith Arabic queries(14
automaticand1 manual). The top-ranked 70 documentgor a topic in eachof the 30 ranked lists were
addedto the judgmentpool for thattopic, duplicatesvereremoved, andthe documentshensortedin a
canonicabrderdesignedo preventthe humanjudgefrom inferring therankassignedo a documenby
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Figure2: Effecton 29 judgedrunsof remaoving “uniques” contritutedby thatrun.

ary system.Eachdocumenin the poolwasthenjudgedfor topicalrelevance usuallyby the persorthat
hadoriginally written the topic statementThe meannumberof relevantdocumentshatwerefound for
atopicwas165.

Mostdocumentsemainunjudgedwhenpooledrelevanceassessmentgeused.andtheusualproce-
dureis to treatunjudgeddocumentsasif they arenotrelevant. Voorheeshasshavn thatthe preference
orderbetweerautomatiaunsin the TRECadhocretrieval taskwould rarelybereversedoy the addition
of missingjudgmentsandthattherelative reductionin meanuninterpolate@dverageprecisionthatwould
resultfrom removing “uniques” (relevantdocumentgound by only a singlesystem)from the judgment
poolswastypically lessthan5% [2]. As Figure2 shaws, this effectis substantialljargerin the TREC-
2001Arabic collection,with 9 of the 28judgedautomaticunsexperiencingarelative reductionin mean
uninterpolatedwerageprecisionof over 10% relative whenthe “uniques” contrituted by thatrun were
removedfrom thejudgmentpool.

Figure 3 helpsto explain this unexpectedcondition,illustrating that mary relevantdocumentsvere
found by only a single participatingresearchheam. For 7 of the 25 topics,morethanhalf of the known
relevant documentsvereranked in the top-70in runs submittedby only a single researctteam. For
another6 of the 25 topics, betweerd0 and 50 percentof their relevant documentsvereranked in the
top-70by only oneteam.

Theseresultsshav a substantialcontritution to the relevance pool from eachsite, with far less
overlapthanhasbeentypical in previous TREC evaluations.This limited degreeof overlapcouldresult
from thefollowing factors:

e A preponderancef fairly broadtopicsfor which mary relevantdocumentsnight befoundin the
collection. The averageof 165 relevant documentgpertopic is someavhat greaterthanthe value
typically seenat TREC (1000r so).

e Thelimitation of the depthof the relevancejudgmentpoolsto 70 documentg100documentgper
run have typically beenjudgedin prior TREC evaluations).

e The diversity of techniquedried by the participatingteamsin this first yearof Arabic retrieval
experimentsat TREC, which could producericherrelevancepools.
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Figure3: Uniquerelevantdocumentsby researchlieam.

e A relatively smallnumberof participatingresearcheamswhich couldinteractwith the diversity
of thetechniquedo male it lesslikely thatanotheteamwould have tried a techniquethatwould
find a similar setof documents.

Thefirst two factorshave occasionallybeenseenin informationretrieval evaluationsbasedon pooled
assessmenethodologie TREC, CLEF, andNTCIR) without the high “uniques” effect obsered on
this collection. We thereforesuspecthat the dominantfactorsin this casemay be the lasttwo. But
until this causeof the high “uniques”effect is determinedrelative differencef lessthan15%or soin
unjudgedandposthocrunsusingthis collectionshouldberegardedassuggestie ratherthanconclusve.
Thereis, of course,no similar concernfor comparisonamongjudgedruns sincejudgmentsfor their
“uniques”areavailable.

As hasbeenseenin prior evaluationsin otherlanguagesmanualandmonolingualrunsprovided a
disproportionatéractionof theknown relevantdocumentsFor example,33%of therelevantdocuments
thatwerefoundby only oneteamwerefoundonly by monolingualruns,while 63%werefoundonly by
cross-languagruns.

4 Resaults

Tablel summarizeshealternatve indexing terms thequerylanguagesand(for cross-languageins)the
sourcesf translatiorknowledgethatwereexploredby thetenparticipatingteams.All tenparticipating
teamsadopteda “bag-of-terms”techniquebasedon indexing statisticsaboutthe occurrenceof termsin

eachdocument. A wide variety of specifictechniguesvere used,including languagemodels,hidden
Markov models,vectorspacemodels,inferencenetworks, andthe PIRCSconnectionishetwork. Four
basictypesof indexing termswereexplored,sometimeseparatelyandsometimesn combination:

Words. Indexing word surfaceforms found by tokenizing at white spaceand punctuationrequiresno
language-specifiprocessingexcept, perhaps for stopword removal), but potentially desirable



Arabic Termsindexed Query TranslationResource$)sed
Team Word | Stem| Root | n-gram || Lang || MT | Lexicon | Corpus| Translit
BBN X AE X X X
Hummingbird X A
T X X X AE X X
JHU-APL X X AEF | X
NMSU X X AE X
Queens X X AE X
UC Berkeley X AE X X
U Maryland X X X X AE X X
U Mass X X AE X X
U Shefield X AEF X

Tablel: Configurationdestedby participatingteams.

matcheshetweenmorphologicalvariantsof the sameword (e.g., plural and singularforms) are
precluded. As a result, word indexing yielded suboptimalretrieval effectiveness(by the mean
uninterpolatedwverageprecisionmeasure)Marny participatingresearcheamsreportedresultsfor
word-onlyindexing, makingthatconditionusefulasa baseline.

Stems. In contrastto English, wherestemsare normally obtainedfrom the surfaceform of words by
automaticallyremoving commonsufiixes,both prefixesandsufixesarenormally removedto ob-
tain Arabic stems. Participatingteamsexperimentedwith stemmingsoftware developedat three
participatingsites(lIT, NMSU, andU Maryland)andfrom two othersourcegTim Buckwalterand
ShereerKhoja).

Roots. Arabic stemscanbe generatedrom a relatively small setof root forms by expandingthe root
usingstandardpatterns someof which involve introductionof infixes. Stemsgeneratedrom the
sameroot typically have relatedmeanings so indexing roots might improve recall (possiblyat
the expenseof precision,though). Although humansare typically ableto reliably identify the
root form of an Arabic word by exploiting contet to choosebetweeralternatvesthat would be
ambiguousn isolation,automaticanalysidss a challengingask. Two participatingteamsreported
resultsbhasedon automaticallydeterminedoots.

Character n-grams. As with other languagespverlappingcharactern-gramsoffer a useful alterna-
tive to techniquesdasedon language-specifistemmingor morphologicalanalysis. Threeteams
exploredn-gramswith valuesof n rangingfrom 3—6.

Termformationwastypically augmentedy oneor moreof thefollowing additionalprocessingteps:

Character deletion. SomeUnicodecharactersparticularlydiacritic marks,areoptionalin Arabicwrit-
ing. Thisis typically accommodatetly removing thecharactersvhenthey arepresentsincetheir
presencen thequerybut notthedocumen{or vice-versa)might preventa desiredmatch.

Character normalization. SomeArabic letters have more than one Unicode representatiorbecause
their written form variesaccordingto morphologicaland morphotacticrules,andin somecases
authorscan usetwo characteranterchangeably Theseissuesare typically accommodatedby
mappingthe alternatvesto a singlenormalizedform.
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Figure 4. Cross-languageetrieval effectiveness English queriesformed from title+descriptionfields,
automatiauns.

Stop-term removal. Extremelyfrequenttermsand othertermsthat systemdevelopersjudgeto be of
little usefor retrieval areoftenremaovedin orderto reducethesizeof theindex. Stop-ternremoval
is mostcommonlydoneafter stemmingor morphologicalanalysisin Arabic becausehe highly
productive morphologywould otherwiseresultin impracticallylarge stopword lists.

Nine of the ten participatingresearchhteamssubmittedcross-languageetrieval runs, with all nine
usingaquery-translatiomrchitecture Both of theteamghattried FrenchqueriesusedEnglishasa pivot
languagefor French-to-Arabiquerytranslation,so English-to-Arabicresourcesverekey components
in every case Eachteamexploredsomecombinatiornof thefollowing four typesof translatiorresources:

Machine Trandation Systems. Two machingranslatiorsystemsvereused:(1) asystendevelopedby
Sakhr(available at http://tarjim.ajeeltom, and often referredto simply as“Ajeeb” or “Tarjim”),
a systemproducedby ATA Software TechnologyLimited (available at http://almisbacom, and
sometimegeferredto as“Almisbar” or by the prior name“Al-Mutarjim”). At the time of the
experimentspoth offeredonly English-to-Arabictranslation.Someteamsuseda machinetrans-
lation systemto directly performquerytranslation,othersusedtranslationsobtainedfrom oneor
both of thesesystemsasone sourceof evidencefrom which a translatedquerywas constructed.
A markin the“MT” columnof Table 1 indicatesthat one or more existing machinetranslation
systemswere usedin someway, not thatthey were necessarilyusedto directly performquery
translation.

Trandation Lexicons. Threecommerciaimachinereadablebilingual dictionarieswvereused:onemar
ketedby Sakhr(sometimeseferrecto as“Ajeeb”), onemarketedby Ectacalnc., (typically referred
to as“Ectaco”),andonemarketedby DarEl lim Lilmalayin (typically referredto as“Al Mawrid”).
In addition,oneteam(NMSU) useda locally producedranslationlexicon.
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Paralld Corpora. Oneteam(BBN) obtaineda collectionof documentsrom the United Nationsthat
includedtranslation-equalent documenpairsin EnglishandArabic. Word-level alignmentsvere
createdusingstatisticaltechniguesandthenusedasa basisfor determiningfrequentlyobsened
translationpairs.

Trandliteration. One team (Maryland) usedpronunciation-basktransliterationto produceplausible
Arabic representationfor Englishtermsthatcould not otherwisebetranslated.

Whenmultiple alternatve translationsvereknown for aterm,a numberof techniquesvereusedto
guide the combinationof evidence,including: (1) translationprobabilitiesobtainedfrom parallel cor
pora,(2) relative termfrequeng for eachalternatve in the collectionbeingsearchedand(3) structured
gueries. Pre-translatiorand/or post-translatiormquery expansionusing blind relevancefeedbackiech-
niquesandpretranslatiorstop-termremoval werealsoexploredby severalteams.

To facilitate cross-sitecomparisonfeamssubmittingautomaticcross-languageuns were asled to
submitat leastonerun in which the query was basedsolely on the title and descriptionfields of the
topic descriptions.Figure4 shavs the bestrecall-precisiorcurve for this conditionby team. All of the
top-performingcross-languagaunsusedeEnglishqueries.

As is commonin information retrieval evaluations,substantialvariation was obsered in retrieval
effectivenesson a topic-by-topicbasis. Figure 5 illustratesthis phenomenormver the full setof cross-
languageauns(i.e., notlimited to title+descriptionqueries).For example,half of the runsdid poorly on
topic 12, which includedspecializednedicalterminology but at leastonerun achieved a perfectscore
onthattopic. Topic 5, by contrastfurnedoutto be problematicfor all systems.

No standaratonditionwasrequiredfor monolinguakuns,soFigure6 shavsthebestmonolinguakun
by teamregardlessof the experimentconditions.Severalteamsobsened surprisinglysmall differences
betweenmonolingualand cross-languageetrieval effectiveness. One site (JHU-APL) submittedruns
undersimilar conditionsfor all threetopiclanguagesandFigure7(a)shavstheresultingrecall-precision
graphsby topic language. In that case,thereis practically no differencebetweenEnglish-topicand
Arabic-topicresults. Therearetwo possibleexplanationdor this widely obsered effect:



5 0.8 N

2 ——BBN

2 06 ——|IT

3 ---- UMass

2 —e— JHU-APL

g 0.4 —x UMaryland

% ------- UC Berkeley

= 0.2 1 - -® - Hummingbird
0.0

00 02 04 06 08 10

Recall
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e No large Arabic informationretrieval testcollectionwaswidely available beforethis evaluation,
so the monolingualArabic baselinesystemscreatedby participatingteamsmight be improved
substantiallyin subsequengears.

e The25topicsusedin this years evaluationmight represent biasedsampleof the potentialtopic
space For example relatively few topic descriptionghis yearincludednamesof persons.

Severalteamsalsoobseredthatlongerqueriesdid notyield theimprovementdn retrieval effective-
nesshatwould normally be expected.Onesite (Hummingbird)submittedrunsundersimilar conditions
for threetopic lengths,andFigure 7(b) shavs the resultingrecall-precisiorgraphs.In this case longer
gueriesshaved no discerniblebenefit;indeed,it appearghat the bestresultswere achieved usingthe
shortesgueries!Thereasongor this effect arenotyet clear but onepossibilityis thattheway in which
the topic descriptionsvere createdmay have resultedin a greaterconcentratiorof usefulsearchterms
in thetitle field. For example,thetitle fields containsanaverageof about6 words,which is abouttwice
aslong asis typical for TREC.

5 Summary and Outlook

The TREC-2001CLIR track focussedhis yearon searchingArabic documentsising English, French
or Arabic queries. In additionto the specificresultsreportedby eachresearchteam, the evaluation
producedhefirst large Arabic informationretrieval testcollection. A wide rangeof index termswere
tried, someuseful language-specifiprocessingechniguesvere demonstratedand mary potentially
usefultranslationresourcesvere identified. In this paperwe have provided an overvien of thatwork
in a way that will help readersrecognizesimilarities and differencesin the approachesaken by the
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Figure7: Comparingrunsundercomparableonditions(T=title, D=Description N=Narrative).

participatingteams. We have also soughtto explore the utility of the testcollectionitself, providing

aggrgateinformationabouttopic difficulty thatindividualteamsmayfind usefulwheninterpretingtheir
results,identifying a potentialconcernregardingthe completenessf the poolsof documentghatwere
judgedfor relevance,andillustratinga surprisinginsensitvity of retrieval effectivenesdo querylength.

The TREC-2002CLIR track will continueto focuson searchingArabic. We planto use50 new

topics(in the samelanguagesandto askparticipatingteamsto alsorerunthe 25 topicsfrom this year
with theirimprovedsystemsasaway of furtherenrichingtheexisting poolsof documentshathave been
judgedfor relevance. We expectthat the resultwith be a testcollectionwith enduringvalue for post
hoc experimentsanda communityof researcherthat possesshe knowledgeandresourcesieededo
addresghisimportantchallenge.
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